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Abstract. Personal customer care is one of the advantages of physical
retail over its online competition, but cost pressure forces retailers to
deploy staff as efficiently as possible resulting in a trend of staff reduction.
For staff and managers it becomes harder to keep track of what is
happening in a store. Situations that would benefit from intervention
like cases of aimless customers, lost children or shoplifting go unnoticed.
To this end, real-time tracking systems can provide managers with live
data on the current in-store situation, but analysis methods are necessary
to actually interpret these data. In particular, anomaly detection can
highlight unusual situations that require a closer look. Unfortunately,
existing algorithms are not well-suited for a retail scenario as they were
designed for different use cases or are slow to compute. To resolve this,
we investigate the use of long short-term memory autoencoders, which
have recently shown to be successful in related scenarios, for real-time
detection of unusual customer behavior. As we demonstrate, autoencoders
reconcile the precision of reliable methods that have poor performance
with a speed suitable for practical use.
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Introduction

Personal customer care is one of the remaining advantages of physical retail
over e-commerce. Yet, increasing cost pressure forces retailers to deploy staff as
efficiently as possible. As it becomes more difficult for managers and employees to
keep track of individual situations in a store, important events may go unnoticed
[3]. Examples include cases of aimless or clueless customers but also lost children
or criminal behavior. This problem could be addressed by automated detection
of unusual behavior: Customers unable to find a particular product will deviate
from their typical route through the store to search for it. Shoplifters, too, differ
from regular shoppers and spend more time in certain areas or near the checkout
than is common [15]. These and similar situations lead to movement anomalies
that retailers would benefit from to detect in real-time: Aimless customers
could be identified and approached by a salesman. Suspicious behavior could be
uncovered and observed to prevent theft. To achieve this, in the near future, visual

2

O. Nalbach et al.

tracking systems [6] will provide the required input in the form of live trajectories
of customers moving in a store. However, the problem of real-time anomaly
detection in this setting has not been covered in the literature yet and most
existing approaches for related problems have shortcomings that prevent a simple
transfer (Sec. 2). To this end, we propose the use of long short-term memory
recurrent autoencoders (LSTM autoencoders) [10], a type of artificial neural
network (ANNs). LSTM autoencoders can learn compact, lower dimensional
encodings of a dataset and, as a by-product, can serve to identify outlier data
points. By quantitative and qualitative analyses, we demonstrate that the method
reconciles detection quality on-par with state-of-the-art methods, which are too
slow for our use case, with a sufficiently high detection speed.
After reviewing related previous work (Sec. 2) to select a reference method,
the specific problem setting and the algorithms are discussed in (Sec. 3). The
latter are compared in a subsequent evaluation on real-world data from a large
retail store (Sec. 4). We conclude the paper and discuss future work in Sec. 5.

2

Previous Work

Real-time anomaly detection in movement data of retail customers has not
been addressed in the literature yet but is an important avenue of research to
understand customer experience [13]. There is however related previous work:
First, domain-specific literature on the analysis of retail customers in a broader
sense. Second, literature on anomaly detection in movement patterns but for
different application scenarios. Third, previous work on LSTM networks or
autoencoders for sequential anomaly detection.
2.1

Analysis of Customer Behavior

Technologies like RFID or Bluetooth tags [17] have made it possible to acquire
and analyze large data sets on customer behavior in offline stores. In their seminal
paper, Larson et al. [11] cluster movement paths (traces) obtained by RFID
tags on shopping carts. To deal with traces of varying length, each is re-sampled
to a fixed number of 100 samples. The k-medoids algorithm is used to identify
typical customer types. The authors also evaluate simple descriptive statistics for
clustering, concluding that this approach is not sufficient due to its coarseness.
While, in principle, clustering can be used for anomaly detection by checking
samples against the identified clusters, the method of Larson et al. cannot be
transferred to our use case: Real-time traces of customers in a store are by
definition incomplete and deviate from clusters formed on completed traces and
the representation by a fixed number of samples becomes spatially imprecise for
longer traces. Anomalies characterized by a local deviation of behavior become
undetectable. Yan and Zeng [22] analyze data acquired in the same way using
a different representation: Traces are mapped to a pre-defined graph capturing
the store layout and described as varying-length sequences of graph nodes.
This makes them amenable to sequence clustering using a version of the longest
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common sub-sequence method [20]. In a similar way, Yada [21] analyzes sequences
of visited shop sections to understand the behavior of customers purchasing
particularly many items. Representing traces by symbolic sequences as done in
both papers results in a loss of temporal information which is however important
to identify abnormal behavior characterized by extended amounts of time spent in
a particular area, such as in cases of shoplifting or searching customers. Another
problem again is the spatial discretization which has the disadvantages discussed
above. In their study, Sorensen et al. [18] identify behavioral patterns in a pool
of data from 40 stores. The data is analyzed using statistics over manually
defined features such as trip length, basket size or visited portion of the store. As
concluded by Larson et al. [11], this representation is unsuitable for clustering and
hence unpromising for outlier detection, too. To summarize, previous approaches
resort to explicit temporal or spatial discretizations resulting in the loss of
information that is relevant for anomaly detection; none of the methods is thus
easily transferable to our scenario.
2.2

Anomaly Detection in Movement Data

If not for retail, anomaly detection has been applied to general surveillance
settings. Owens and Hunter [16] detect unusual trajectories of objects in video
streams. Object movement is characterized by a fixed-length vector containing the
position of the object and moving averages of position, velocity and acceleration
computed over a fixed number of samples. A self-organising map is used for
the actual anomaly detection. Apart from being very coarse, the method, by
design, only incorporates knowledge from a limited time window. Anomalies
characterized by long-term behavior cannot be detected. Dogra et al. [1] target
the same scenario differently: The tracking environment, i.e., the scene seen by a
camera, is represented by a Region Association Graph in which nodes correspond
to semantically homogeneous blocks and edges to region transitions. A labeled
dataset is created by manually defining two kinds of anomalies and used to
train a support vector machine. Besides the shortcomings of the explicit spatial
discretization, this supervised approach assumes that all types of anomalies
are known and can be defined in advance which is a strong assumption for
complex scenarios. A promising method for online anomaly detection is the one
by Laxhammar and Falkman [12], later extended by Guo and Bardera [5]. It
circumvents many of the problems discussed above for other methods: It supports
incomplete traces as they occur in a real-time setting, it does not require an
explicit discretization in space or time as it works directly on trace data and
it is unsupervised. Due to these useful properties, we choose it as the reference
method for our evaluation in Sec. 4. We briefly discuss the algorithm in Sec. 3.2.
2.3

LSTM and Autoencoders for Sequential Anomaly Detection

The success of Deep Learning has also brought related concepts back to attention.
One are recurrent neural networks (RNNs) which, unlike plain ANNs, can be
applied to sequential data. An important extension of RNNs is long short-term
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memory [8], a structural modification to improve learning on long sequences.
Another technique are autoencoders [7], a type of ANN that can be trained to
learn compact encodings of a dataset. Intuitively, the autoencoder network is
forced to compress input data to a fixed-length vector and then reconstruct the
original input again. Autoencoders are suitable for anomaly detection: When
a data sample is an anomaly, i.e., not well-represented in the original dataset,
it has a high reconstruction error and can be identified that way. LSTM RNNs
and autoencoders can be combined for sequential anomaly detection as demonstrated by Malhotra et al. [14] for outlier detection on multi-sensor datasets.
Only little previous work exists on LSTM autoencoders for motion trajectories.
Fernando et al. [2] apply a variant of the idea to trajectories defined with respect
to the view of a single surveillance camera. Gatt et al. [4] detect abnormal
behavior on a more detailed scale, also taking into account pose information.
Both papers deal with scenarios different from ours as they address short-term
behavior over a couple of seconds while we aim to detect anomalies in long-term
behavior over the course of a shopping session which can take minutes to hours.

3

Real-time Anomaly Detection for Retail

We will now describe our problem statement formally before outlining the two
methods compared in this paper, the method of Laxhammar and Falkman [12]
and our LSTM autoencoder-based approach.
3.1

Problem Statement

Our input is a set of traces T = {ti | 0 ≤ i < nT } describing nT completed
shopping sessions. A trace captures the movements of a person inside the store
over time, from entering until leaving again. Formally, trace t is a sequence
t −1
(tk )nk=0
with tk = (tk , xk , y k ) where ti < tj for i < j. Above, tk is the time since
entering the market and (xk , y k ) ∈ R2 is the position at time tk , defined with
respect to the supermarket floor. Given T , our aim is to decide for a new trace
t0 whether it constitutes an anomaly with respect to the traces in T or not. The
retail setting implies three additional requirements. First, detection has to handle
incomplete traces: Unusual behavior has to be detected as soon as it emerges so a
manager can react in a timely manner. For the same reason, the detection has to
offer real-time performance. A large store may accommodate hundreds of people
at once. Only if all traces can be checked at a high rate the method is useful.
Finally, no manual definition of “abnormal” behavior should be required. Even if
we aim to detect specific anomalies of interest to shop managers, e.g., clueless
customers or shoplifters, defining them in a way that is robust to variances e.g.,
in the store layout, is beyond question.
3.2

Method of Laxhammar and Falkman

We choose the method of Laxhammar and Falkman [12] as our reference as it
meets all of the requirements stated above, is particularly easy to deploy due to
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Fig. 1. The architecture of our LSTM autoencoder network. The horizontal arrows are
labeled with the shape of the input/output of each step.

its limited parameter set, and has been designed for online surveillance scenarios
similar to ours. The method consists of two steps: First, a distance dH (ti , tj )
between traces ti , tj is defined. Second, a non-conformity measure α(t) for a
trace t is derived as
Pthe sum of the distances of t to its k nearest neighbors.
Formally, α(t) :=
ti ∈kNNT (t) dH (t, ti ) where kNNT (t) yields the k nearest
neighbors of t in T with respect to dH . A trace t is considered an anomaly if
its non-conformity measure exceeds a defined percentile of the non-conformity
measures of the traces in T . The distance proposed by Laxhammar and Falkman
nt −1
nti −1
is the directed Hausdorff distance dH (ti , tj ) = maxk=0
minl=0j d(tki , tlj ), where
d is the Euclidean distance. In particular, dH behaves reasonably when comparing
an incomplete real-time trace t0 to a completed trace from T : As long as the
known part t0 is similar to some sub-sequences of the traces in T , its nonconformity will be low regardless of drastic differences in sequence length. For
our evaluation, we use a windowed version of dH proposed by Guo and Bardera
[5] which provides results comparable to the original Hausdorff distance but
has a lower computational complexity that is just linear, not quadratic, in the
trace length. This is especially beneficial when dealing with long traces as in our
scenario. We refer to the original paper [5] for the definition of dH .
3.3

LSTM Autoencoder-based Detection

The structure of our LSTM autoencoder, a symmetrical neural network composed
of encoder and decoder parts, is shown in Fig. 1 and was adapted from previous
work [14] [2]. The input (Fig. 1, left) is a trace t of length nt . The first LSTM
layer computes a set of nL1 features for each sequence element, the second reduces
this intermediate output to a vector of length nL2 — the encoded trace (Fig. 1,
middle). In practice, we choose nL1 = 200 and nL2 = 100 (cf. Sec. 4). The encoded
trace is replicated nt times to form a sequence (Fig. 1, “Repeat”), followed by two
LSTM layers outputting nL2 and nL1 features per sequence element, respectively.
A final fully-connected layer (Fig. 1, “Dense”) is applied to each element to reduce
the nL1 -element feature vector to the original input dimensionality, yielding the
reconstruction t̂. All layers use a tangens hyperbolicus activation function. The
autoencoder is trained P
using the sum of elementwise absolute deviations as loss
nt −1 i
function, i.e., L(t, t̂) = i=0
kt − t̂i k1 . For training, we augment T , which only
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consists of complete traces, by randomly sampled shortened versions of them.
For each t ∈ T , we add nsub = 10 “sub-traces”, i.e., prefixes of t. Specifically, we
apply stratified sampling over the duration of t to achieve a sufficient coverage of
different sequence lengths. This data augmentation is crucial for the autoencoder
to be able to reconstruct sub-traces, too. The final component of the method is
the anomaly criterion: To determine whether trace t0 is an anomaly, it is processed
by the trained autoencoder to obtain the reconstruction loss l(t0 ) = L(t0 , t̂0 ). Let
r(l(t0 ), T ) be the rank that l within the reconstruction losses computed over all
0
traces in T . We define the final anomaly score of t0 as α(t) = r(l(t ),T )/nT . If
α(t) > , t is considered an anomaly.

4

Evaluation

We perform two evaluations. First, a quantitative analysis on a synthetic, labeled
dataset, comparing our approach to Laxhammar-Falkman [12] with respect to
its detection and computational performance. To build the labeled dataset, we
simulate both regular traces and different types of anomalies (Sec. 4.1). Second,
a qualitative analysis on an unlabeled dataset recorded in a large German retail
store assures that the method’s classification aligns with human intuition on what
is abnormal behavior. We implemented both methods in Python. The method
of Laxhammar and Falkman was implemented according to the original papers
[12] [5]. The LSTM autoencoder was realized using Keras [9] and trained using
the Adam optimizer. To speed up training, we parallelized the computation of
the distance matrix for Laxhammar-Falkman and made use of the CPU-based
parallelization in Keras to ensure a fair comparison. All timings given in Tbl. 1
have been obtained using 8 parallel threads on an Intel Xeon Gold 5122 CPU.
4.1

Datasets

The dataset we base our evaluation on consists of traces from around 100, 000
individual shopping sessions recorded in a large German supermarket and has
been kindly provided by the German Research Center for Artificial Intelligence
(DFKI). The dataset was obtained using Bluetooth Low Energy beacons [17]
mounted on shopping carts used in the store. It has to be noted that the use of
shopping cart tracking data differs from our intended scenario in which people,
not shopping carts, are tracked. In particular, customers may move independently
from their cart from time to time. To compensate for this to some extent, we
filter traces in which independent movement is predominant (cf. Sec. 4.1).
Pre-processing of the Unlabeled Dataset We filter the original dataset for
multiple reasons: To remove outliers originating from known limitations of the
tracking technology such as wrong localisation we filter traces with gaps larger
than 8 m between consecutive samples. To eliminate traces in which customers
moved mostly independently, we filter those for which no movement occurred
for more than 10 min. Finally, we remove traces shorter than 3 min and longer
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Fig. 2. Samples from the two datasets we use. The left part shows traces from the
unlabeled, real-world dataset. The right half depicts synthetic traces generated according
to Sec. 4.1, three of which are anomalies (dashed lines).

than 180 min which are implausible and usually result from carts being used
around the store for purposes other than shopping. In the end, we re-sample the
remaining traces to a fixed sampling rate of 0.03 Hz.
Sampling of the Labeled Dataset For the quantitative evaluation we generate
a labeled data set of normal and anomalous traces. Normal traces (negatives)
correspond to regular customers while anomalous ones (positives) represent
behavior that should be detected. Specifically, we simulate two kinds of anomalies:
cases of aimless customers searching for a particular product and shoplifting
attempts. To model regular customers we sample multiple clusters of traces. All
traces of a single cluster are derived from one particular random “seed trace”
from the unlabeled dataset by randomly displacing the positions of the original
trace and introducing additional, intermediate nodes according to a method by
Technitis et al. [19]. The timestamps of new nodes are interpolated. In the end,
each trace is re-sampled to 0.03 Hz again to ensure consistency. Fig. 2 (right,
solid lines) shows sample regular traces. The two kinds of anomalies are modeled
as follows. Traces of searching customers are, too, based on seed traces from the
regular dataset and constructed by inserting a new sub-sequence representing
the searching process. The insertion position is chosen according to a Gaussian
distribution centered around 30% of the progress of the original trace. The
sub-sequence itself is modeled by a Brownian bridge. Our model for shoplifting
traces is inspired by the descriptions found in [15]. A set of shelves is chosen
and visited by the shoplifter on the shortest route possible, the walking speed
is chosen randomly according to the distribution of the original dataset. The
actual shoplifting event is inserted at around 50% of the progress and again
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Fig. 3. AUC (left), precision (middle) and recall (right), computed plotted over relative
progress for different variants of both methods.

modeled by a Brownian bridge. Another case of abnormal behavior is introduced
towards the end of the trace by simulating an extended amount of time spent
near the checkout area in which the thief watches for the right moment to leave.
To generate additional variance, the same methods as for sampling trace clusters
of regular shoppers, i.e., node displacement and new intermediate nodes, are
applied. Fig. 2 (right, dashed lines) depicts three exemplary anomalous traces.
4.2

Quantitative Evaluation

We first sample a labeled dataset according to Sec. 4.1 consisting of 6000 traces for
training both methods and 1000 different ones for testing, each based on 10% seed
traces. Assuming an average of about 1000 customers per day this corresponds to
the data of a six-day week for training the method and an evaluation on a single
day’s traces. The prevalence of anomalies in the dataset was chosen to be 5%
with 90% of searching customers and 10% shoplifting cases. Accordingly, for both
methods we chose a detection threshold of  = 0.95 reflecting the prior assumption
that 5% of all traces are anomalies. For both methods, we compare five metrics:
the area under the receiver operating characteristic curve (AUC), precision and
recall to assess the detection performance, as well as the time required for training
and the average time to rate one trace to judge practical feasibility. From left to
right, Fig. 3 depicts the change of AUC, precision and recall over the relative
progress of the traces in the test set for different parameter settings of both
methods. The plots were generated by trimming down traces to different relative
lengths in steps of 10% and rating the resulting prefix sequences. In a practical
application, it is desirable that detection of abnormal behavior happens with as
little delay as possible. To judge this, the typical times of occurrence of anomalies
in the synthetic dataset (Sec. 4.1) are highlighted using vertical bars in Fig. 3.
Comparing different parameter settings for Laxhammar-Falkman, we observe
only minor effects when increasing the number of nearest neighbors k (Sec. 3.2).
Since a smaller k means better computational performance (Tbl. 1), we opt
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for k = 2. The effect of a larger window size w [5] is even so negligible that
the resulting lines are indistinguishable. We thus choose w = 4 which again
yields the best performance. For our LSTM autoencoder, we evaluated different
combinations of layer sizes nL1 , nL2 , the three best of which are shown in Fig. 3.
As all variants are fast to evaluate, we pick nL1 = 200 and nL2 = 100 which
yields the most reliable detection.
Focusing on the best variants, i.e., k = 2, w = 4 for Laxhammar-Falkman
and nL1 = 200, nL2 = 100 for the autoencoder, we notice a similar level and
progression of their AUC (Fig. 3, left). As expected, no anomalies are detected
before unusual behavior becomes apparent. However, with the onset of the
first abnormal behavior in the anomalous traces (leftmost vertical bars) after
around 30% progress, AUC increases rapidly. At about 50% progress (middle
vertical bars), abnormal behavior has become apparent for all anomalies and
AUC stabilizes at around 0.98 for both methods. Both methods show high
precision which degrades towards the end of the traces. This can be attributed to
both algorithms computing global anomaly criteria which degrade as the regular
portion of the traces becomes larger which is after around 50% of progress for
most traces. For example, traces of searching customers are correctly identified
as anomalies while the search is ongoing but may be rated as regular once the
trace continues regularly. The drop in precision is larger for the autoencoder.
Recall measures how many anomalies can actually be detected and is even more
important than precision: For a store manager, it is preferable to take a closer
look at a few traces more than necessary than to miss any abnormal situation.
Both methods show similar recall curves with the autoencoder having an edge
over Laxhammar-Falkman. Overall, both methods achieve comparable results
with individual trade-offs regarding the achieved precision vs. recall.
Table 1. Comparison of time required to train the method on our training set and
average time required to rate a single trace afterwards.

k=2
w=4
Training
Testing

Laxhammar-Falkman
k=4 k=8 k=2 k=2
w = 4 w = 4 w = 8 w = 16

Autoencoder
nL1 = 150 nL1 = 200 nL1 = 250
nL2 = 75 nL2 = 100 nL2 = 125

30 min 30 min 29 min 45 min 79 min

498 min

439 min

311 min

2182 ms 2242 ms 2202 ms 3646 ms 6626 ms

23 ms

24 ms

25 ms

The two methods differ significantly regarding their computational performance (Tbl. 1). In practice, training time is of minor importance as long as
it is possible to re-train or finetune on a daily basis. This is the case for all
of the variants. Evaluation time is more critical. Here, Laxhammar-Falkman is
slower by a factor of 100. Assuming about 100 customers in a market at a given
time, this means the reference method can rate the traces of all customers only
once every 200 s which means a significant delay that precludes timely reaction
to anomalies. The autoencoder however can rate 100 traces at a rate of about
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Fig. 4. Three sample traces from our real-world dataset rated as anomalies by our
method (dashed lines) for two different progress levels.

0.5 Hz which is sufficient for practical use. These numbers can be explained
by the theoretical complexity of both methods: Laxhammar-Falkman is based
on a k-nearest neighbor search requiring the pairwise distances dH between all
traces in T . This results in a quadratic complexity of the training process in nT
and a complexity that is linear both in nT and the respective trace length for
rating a trace afterwards. As dH is, in general, asymmetric, common optimization
techniques for kNN that require the distance function to be a metric are not
applicable. In contrast, the training time of the autoencoder depends on multiple
factors and is governed by how fast the training loss stabilizes for a specific
training set. In general, no theoretical complexity can be specified, but in practice
the training time turns out to be in the order of a few hours for our example. The
autoencoder’s evaluation time is linear in the length of the trace and, different
from Laxhammar-Falkman, independent of the size of the training set. This
results in a large performance advantage over Laxhammar-Falkman.
4.3

Qualitative Evaluation

To show that our method actually yields plausible results on real-world data
that align with human judgement, we examine the output of the best-performing
autoencoder (nL1 = 200, nL2 = 100) trained on 6000 randomly chosen traces
from the unlabeled dataset (Sec. 4.1) on a set of 100 different random traces.
Fig. 4 shows three sample anomalies identified by the autoencoder for both of
two relative progress levels (40%, 80%). For reference, all test traces rated as
regular are shown semi-transparently in the background. All other abnormal
traces have been removed from the plots for improved visibility. We first examine
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the result for 40% progress: Trace 1, rated abnormal, differs from most traces by
a diagonal walk across the market (label 1) and the fact that the customer comes
close to the checkout area (bottom right corner) after a very short time already
which could be due to time pressure experienced by the customer. Anomaly 2 is
similarly unusual: While most customers follow a counter-clockwise route, the
customer immediately visits the center of the store. Later on, a lot of time is
spent in a small area (2) while the person is likely searching for a particular
product. In the case of trace 3, the person first follows the common shopping
route but then makes a 180 degree turn (3) and walks back right to the entrance
area. The results for 80% of the relative progress are equally interpretable. Again
there behaviors such as criss-crossing of the store (4), circling around a particular
area for an extended time (5) and seemingly unplanned returns to a particular
department of the market initially disregarded (6).

5

Conclusion and Future Work

We have proposed LSTM autoencoders for the detection of unusual customer
behavior in retail. As has been demonstrated by quantitative and qualitative
analysis, this novel approach is on-par with existing methods in terms of quality
while being orders of magnitude faster, which makes it — unlike its competitors
— viable in real world settings. Still, future research can be identified: We have
only considered simple encoder-decoder structures consisting of two layers each.
More complex, deeper architectures can be investigated to potentially improve
detection in terms of precision and recall. Our anomaly criterion, too, is currently
relatively simple. Instead of averaging the reconstruction loss over the full trace,
a more complex criterion could give a higher weight to anomalous sub-sequences
while disregarding regular parts of a trace, which should result in a higher
precision. Finally, we have not taken into account any of the available semantic
information, e.g., on the store layout, or other prior knowledge about factors
influencing behavior. For example, different times of day, or days of the week,
can be associated with different dominant customer groups. These factors are
currently implicitly encoded in the dataset but could be made explicit.
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